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PHONETIC FILTERING OF UNDESIRED EMAIL MESSAGES

FIELD OF THE INVENTION

The present disclosure relates generally to digital communication and, more

particularly, to email.

BACKGROUND

With the advent of the Internet, email has become prevalent in digital

communications. For example, email messages are exchanged on a daily basis to conduct

business, to maintain personal contacts, to send and receive files, etc. Unfortunately,

undesired email messages have also become prevalent with increased email traffic.

Often, these email messages are unsolicited advertisements, which are often referred to as

"junk mail" or "spam," sent by email mass-mailing programs or other entities, who are

often referred to as "spammers."

Bayesian filters have emerged as a robust approach to reducing spam. Bayesian

filters are described in publications such as, for example, "A Plan for Spam" by Paul

Graham, published at http://www.paulgraham.com/spam.html, in August of 2002 (also

referred to herein as "the Graham article"), which is incorporated herein by reference in

its entirety. As known to those skilled in the art, as evidenced by the published articles,

Bayesian filters operate by scanning incoming email messages into tokens. The most

interesting tokens, where interesting is measured by how far their spam probability is

from a neutral value, are used to calculate the probability that the email is spam.

As anti-spam filters adaptively refine their spam-identifying abilities, the

spammers invent other ways of defeating these spam filters. For example, Bayesian

filters typically scan the subject and body of an email in order to extract the tokens.

While the tokens in the subject and body of the email message may be sufficient to
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identify a vast majority of spam, spammers may circumvent the filters using other

techniques. Thus, an ongoing need for better spam identification exists in the industry.

SUMMARY

5 Several embodiments, among others, provided in the present disclosure teach a

filtering of email messages for spam based on phonetic equivalents of words found in the

email message. In some embodiments, an email message having a word is received, and

a phonetic equivalent of the word is generated. Thereafter, the phonetic equivalent of the

word is tokenized to generate a token representative of the phonetic equivalent. The

10 generated token is then used to determine a spam probability.

Other systems, methods, features, and advantages will be or become apparent to

one with skill in the art upon examination of the following drawings and detailed

description. It is intended that all such additional systems, methods, features, and

advantages be included within this description.

15

BRIEF DESCRIPTION OF THE DRAWINGS

Many aspects of the disclosure can be better understood with reference to the

following drawings. The components in the drawings are not necessarily to scale,

emphasis instead being placed upon clearly illustrating the principles of the present

20 invention. Moreover, in the drawings, like reference numerals designate corresponding

parts throughout the several views.

FIG. 1 is a block diagram showing an embodiment of a system where portions of

email messages are tokenized.

FIG. 2 is a block diagram showing, in greater detail, components in the system of

25 FIG. 1, which may be used to tokenize various portions of email messages.
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FIG. 3 is a flowchart showing an embodiment of a process for training a Bayesian

filter with tokenized simple mail transfer protocol (SMTP) addresses and domain names.

FIG. 4 is a flowchart showing an embodiment of a process for identifying spam

using the Bayesian filter trained in accordance with the method of FIG. 1

.

5 FIG. 5 is a flowchart showing an embodiment of a process for tokenizing

attachments, thereby permitting identification of spam having attachments.

FIG. 6 is a flowchart showing, in greater detail, the step of tokenizing an

attachment in FIG. 5.

FIG. 7 is a flowchart showing, in greater detail, the step of tokenizing text in

10 FIGS. 3 through 5.

FIGS. 8A and 8B are flowcharts showing an embodiment of a process for

segregating spam and non-spam on the basis ofphonetic equivalents ofwords in an email

message.

15 DETAILED DESCRIPTION OF THE PREFERRED EMBODIMENTS

Reference is now made in detail to the description of the embodiments as

illustrated in the drawings. While several embodiments are described in connection with

these drawings, there is no intent to limit the invention to the embodiment or

embodiments disclosed herein. On the contrary, the intent is to cover all alternatives,

20 modifications, and equivalents.

As is known in the art, as evidenced by Paul Graham's article "A Plan for Spam,"

published in August 2002 and available at http://www.paulgraham.com/spam.html (also

referred to herein as "the Graham article"), which is incorporated herein by reference in

its entirety, Bayesian filters provide an elegant approach to filtering undesired email

25 messages (e.g., spam, junk mail, bulk mail, etc.). Since Bayes' Theorem is known to
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those of skill in the art, only a cursory explanation of Bayesian analysis is provided

herein.

The Bayes 1 Theorem generally provides that, given a multitude of factors that

affect a particular outcome, the probability of that particular outcome may be represented

as a conditional probability of the aggregate of probabilities from each of the multitude of

factors. Hence, when a Bayesian filter evaluates an email message to determine its

likelihood of being spam, a Bayesian combination of spam probabilities is calculated for

each of the individual words in the email message. Thereafter, the spam probabilities of

each of the individual words are used to calculate a conditional probability of whether or

not the entire email message is spam.

Hence, when an email message arrives, the email message is scanned into tokens,

which may be generated from words in the subject or the body of the email message or a

finite string of characters. The most interesting tokens, which may be words having the

most non-neutral spam probabilities, are used to calculate a probability that the email

message is spam. For example, the Bayesian filter may select the fifteen most interesting

tokens, and perform a Bayesian analysis on those fifteen tokens. Often, the Bayesian

analysis results in a probability value that is clearly indicative of spam or clearly

indicative of non-spam, with very few email messages being indicated as neutral.

While the scanning of the subject and body of an email message may be sufficient

to identify a vast majority of spam, other portions of the email message, which are

typically not scanned by the Bayesian filter, may also contain indicia of spam. For

example, in order to thwart anti-spam filters, enterprising spammers may send spam that

is in the form of an image attachment or other type of attachment that is typically not

scanned by the Bayesian filter. Additionally, other portions of the email message, such

as, for example, the simple mail transfer protocol (SMTP) address, may also provide
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indicia of spam. The SMTP address may be indicative of a sender's email address, a

reply-to address, or other recipients that are carbon-copied (cc'd) on the email message.

The SMTP address may be further sub-divided into various fields, such as, for example, a

user name and a domain name associated with the SMTP address. The sub-divided fields

may also provide indicia of spam. The embodiments described below provide approaches

in which the normally-unscanned portions of the email message may be scanned into

tokens (or "tokenized") so that those normally-unscanned portions may also be used in

identifying spam. While the specific embodiments below teach the identification of spam

in the context of Bayesian filters, it should be appreciated that the normally-unscanned

portion, once tokenized, may be used in other types of spam filters.

In addition to using attachments for spam purposes, enterprising spammers may

also send spam by embedding comments or control characters (e.g., font control, color

control, etc.) within a text message. The embedding of comments or control characters

within a text message may reduce the text to seemingly random characters. However,

while string search algorithms may view the text as random characters, the email message

is, in actuality, rendered as a coherent text to the end user. The embodiments below also

provide approaches in which the comments and control characters are effectively

removed in order to tokenize the text as it would be rendered to the end user. In this

regard, spam may be further characterized in the absence of normally-non-rendered or

normally-non-displayed characters.

In yet other embodiments, a phonetic equivalent of words in the email message

are generated in an effort to more rigorously filter spam.

FIGS. 1 and 2 show embodiments of systems for tokenizing various portions of

email messages, and FIGS. 3 through 8B show embodiments of processes for tokenizing

various portions of email messages.
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FIG. 1 is a block diagram showing an embodiment, among others, of an email

environment. As shown in FIG. 1, some embodiments of email systems comprise

workstations 172, 174, 176 that are coupled to a server 150 over a network, such as the

Internet 180, among others. The server 150 is coupled to a database 162 that stores the

5 email accounts (with mailboxes) of various users.

In the operating environment shown in FIG. 1, a sender of an email message

generates the email message at a sender workstation 1 72 and sends the email message

through a network 180 to a recipient at a recipient workstation 176. As shown in FIG. 1,

the recipient workstation 176 includes a processor 182, a network interface 190, a

10 memory 184, a local storage device 188, and a bus 186 that permits communication

between the various components. While not explicitly shown, it should be appreciated

that the other workstations 172, 174 may also include similar components that facilitate

computation or execution of applications on the workstations 1 72, 174. In some

embodiments, the local storage device 188 may be a hard drive configured to

15 electronically store data. The local storage device 188 may also store computer programs

that execute on the recipient workstation 176. In this sense, the processor 182 is

configured to access any program that is stored on the local storage device 188, and

execute the program with the assistance of the memory 184. In the embodiment of FIG.

1, an email application 185 is shown as being loaded into memory 184 for launching at

20 the workstation 176, thereby permitting the workstation 176 to send and receive email

messages through the network 180. Since the functioning of computing devices is well

known in the art, further discussion of the processor 182, the memory 184, and the local

storage device 188 are omitted here. However, it should be appreciated that the memory

1 84 may be either volatile or non-volatile memory.
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The network interface 190 is configured to provide an interface between the

recipient workstation 176 and the network 180. Thus, the network interface 190 provides

the interface for the workstation 1 76 to receive any data that may be entering from the

network 180 and, also, to transmit any data from the workstation 176 to the network 180.

5 Specifically, in some embodiments, the network interface 190 is configured to permit

communication between each of the workstations 172, 174, 176 and the server 150 and,

additionally, to permit communication among the workstations 172, 174, 176 themselves.

In this regard, the network interface 190 may be a modem, a network card, or any other

interface that interfaces each of the workstations 172, 174, 176 to the network. Since

10 various network interfaces are known in the art, further discussion of these components is

omitted here. It should be understood that various aspects of the email application 185

may be conventional or may be custom tailored to specific needs.

Similar to the workstation 176, the server 150 may also include a processor 152, a

memory 154, a network interface 160, and a local hard drive 158, which are in

15 communication with each other over a local bus 156. Since the components 152, 154,

156, 158, 160 at the server 150 perform largely similar functions as the components 182,

184, 186, 188, 190 at the workstation 176, further discussion of the server-side

components is omitted here.

FIG. 2 is a block diagram showing, in greater detail, components in the system of

20 FIG. 1, which may be used to tokenize various portions of email messages. As shown in

FIG. 2, in some embodiments, the memory 184 is configured to store an email application

185 having a filter 220. In addition to the filter, the embodiment of FIG. 2 shows the

memory 185 having email messages 210 and a database of tokens 240 (also referred to

herein as a "token database"). The embodiment of FIG. 2 shows a client-based solution

25 (e.g., POP3 client) in which the client performs the filtering. However, it should be
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appreciated that a server-based solution may be implemented so that the email filtering

occurs at the server level, rather than at the client level.

The email messages 210 represent those email messages that have been retrieved

from an external mail store such as, for example, from an email server, such as the email

5 server 150 shown in FIG. 1 . The token database 240 is a collection of tokens that have

been extracted from a set of training email messages that have been previously identified

as either spam or legitimate email. Each of the tokens in the token database 240 have a

corresponding probability value associated with the token, thereby identifying whether

that token is likely associated with spam, or whether that token is likely associated with

10 legitimate email.

The filter 220 is configured to identify spam and distinguish the spam from other

legitimate email messages. As such, the filter 220 may be seen as comprising email

retrieve logic 222, phonetic logic 223, tokenize logic 224, sort logic 226, token selection

logic 228, analysis logic 230, and update logic 232. The email retrieve logic 222 is

15 configured to retrieve one of the email messages 210 from a local mail store for filtering

220. In this regard, the email retrieve logic 222 retrieves an email message from a local

mail store once all of the email messages have been retrieved from an email server using,

for example, POP3 or DV1AP4 or other similar protocols. The email retrieve logic 222

relays the retrieved email message to the tokenize logic 224 and the phonetic logic 223.

20 The phonetic logic 223 is configured to receive the email message and generate phonetic

equivalents of those words in the email message that have phonetic equivalents. An

embodiment of a process for generating phonetic equivalents is shown with reference to

FIGS. 8A and 8B. The phonetic equivalents are conveyed to the tokenize logic 224 along

with the original email message. The tokenize logic 224 is configured to receive the

25 email message from the email retrieve logic 222 and the phonetic equivalents from the
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phonetic logic 223. The received information is used to generate tokens. The generating

of tokens is also described herein as "tokenizing."

In some embodiments, tokens may be generated from various portions of the

email message, such as, for example, the words in the subject of the email message, the

5 words in the body of the email message, the SMTP address, the domain name associated

with the SMTP address (as described above), any attachments to the email message, etc.

Several processes for generating tokens are discussed below with reference to FIGS. 3

through 7. The generated tokens are conveyed to the sort logic 226. The sort logic 226

receives the tokens and accesses the token database 240 to determine whether or not the

10 tokens already exist in the token database 240. If the token does not exist in the token

database 240, then the sort logic 226 assigns a probability value to the token. The

probability may be assigned using known methods, such as those described in the Graham

article. If the token exists in the token database 240, then the probability associated with

that token is retrieved from the token database 240. Once the token is assigned a

15 probability, or the probability of the token has been determined using the token database

240, the extracted tokens are sorted by the sort logic 226.

Upon sorting the tokens, the most interesting tokens are selected by the token

selection logic 228. In some embodiments, the most interesting tokens may be the fifteen

tokens that are furthest from a neutral probability of, for example, 0.5. In other

20 embodiments, the most interesting tokens may be determined according to other known

algorithms. Regardless ofhow the most interesting tokens are determined, the token

selection logic 228 selects those tokens that are determined to be suitable for analysis.

The selected tokens are then provided to the analysis logic 230 for analysis. In some

embodiments, the analysis logic 230 performs a Bayesian analysis using the selected

25 tokens. Since Bayesian analysis is known in the art, as evidenced by the Graham article,
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further discussion of Bayesian analysis is omitted here. It should, however, be

appreciated that the analysis of the selected tokens may be performed using other

methods known in the art. The analysis logic 230, upon performing the analysis,

produces a result that indicates whether the email message is spam, or whether the email

5 message is legitimate email. Once the email message has been categorized as either spam

or legitimate, the update logic 232 updates the token database 240 with the tokens

extracted from the latest email message. Hence, as the filter 220 receives and categorizes

emails, the token database 240 is continually updated, thereby resulting in an adaptively

learning filter 220. In other words, ifnew tokens are extracted from the email message,

10 then the token database 240 is updated by adding those new tokens (and their associated

probability values) to the token database 240. If already-existing tokens are extracted

from the email message, then the token database 240 is updated by updating the

corresponding token probability value.

As shown in the embodiments ofFIGS. 1 and 2, some embodiments of the

15 invention tokenize those portions of email messages (e.g., SMTP address, domain portion

of the SMTP address, attachments, etc.) that were previously not tokenized. Thus, by

expanding the database of tokens, the filter 220 exhibits greater resilience in combating

spam. Additionally, by tokenizing the phonetic equivalents of various words, a more

rigorous spam filter is provided.

20 Having described several embodiments of systems for tokenizing portions of

email messages that were previously not tokenized, attention is turned to FIGS. 3 through

8B, which show embodiments of processes for tokenizing portions of email messages.

FIG. 3 is a flowchart showing an embodiment of a process for training a Bayesian

filter with tokenized simple mail transfer protocol (SMTP) addresses and domain names.

25 While Bayesian filters are specifically used to demonstrate various aspects of the
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invention, it should be appreciated that other spam-combating methods may be utilized in

conjunction with the various embodiments described herein.

As shown in FIG. 3, some embodiments of the training process begin when an

email message is retrieved (305). The words in the subject line of the email message are

5 tokenized (310). Additionally, the words in the body of the email message are tokenized

(315). In addition to the body of the email message and the subject line, the SMTP

address and the domain name are tokenized (320, 325). The tokenizing of the words is

shown in greater detail with reference to FIG. 7.

During the training process, the retrieved email message may be either a spam

10 email message or a legitimate email message. Stated differently, both spam messages and

legitimate messages are provided in order to train the system to adaptively learn the

characteristics of both spam and legitimate email. Since various methods, such as, for

example, Bayesian probability methods, are known in the art for training adaptive filters,

only a truncated discussion of training processes is provided below.

15 In order to categorize the email message as either spam or legitimate, a user is, in

some embodiments, prompted to categorize the email message as either legitimate or

spam. Thus, once the various portions of the email message are tokenized (310, 315, 320,

325) to generate corresponding tokens, and the user has provided input on whether or not

the email message is spam, the system determines (330) whether or not the retrieved

20 email message is provided as training data for spam (also referred to herein as "spam

data") or training data for legitimate email. If the email message is provided as spam

data, then the system further determines (335) whether or not the tokens are present in a

database of tokens. In doing so, if a token is already present in the database, then the

probability of the existing token is updated (340) to reflect a different spam probability

25 value. If the token is not present then a probability value is assigned (345) to the token to
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indicate that it is associated with spam. The token and its corresponding probability value

are then added (365) to the database of tokens.

If the email message, however, is not provided as spam data (i.e., the email

message is provided as training data for legitimate email messages), then the email

5 message is used to update the non-spam tokens in the database. Hence, once the system

determines (330) that the email message is not provided as spam data, the system further

determines (350) whether or not the tokens are present in the database of tokens. In doing

so, if a token is present in the database, then the probability of the existing token is

updated (360) to reflect a different non-spam probability value. If the token is not

10 present, then a probability value is assigned (355) to the token to indicate that it is not

associated with spam. The token and its corresponding probability are then added (365)

to the database of tokens.

Upon adding (365) the tokens and assigned probability values to the database of

tokens, the system further determines (370) whether or not the training of the Bayesian

15 filter is complete. In some embodiments, the training of the Bayesian filter may be

complete when a sufficient number of email messages (e.g., 500 email messages) have

been used for training the filter. In other embodiments, the training may be complete

when the probability values of the tokens do not result in a significant statistical change.

In any event, if the system determines (370) that the training is not complete, then another

20 email message is retrieved (375) and the process repeats by tokenizing the portions of that

email message. If the system determines (370) that the training is complete, then the

training process terminates.

While an embodiment of the training process is shown in which both spam and

legitimate email messages are provided from a pre-existing store of email messages, it

25 should be appreciated that the training process may be conducted in an interactive
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manner. For those embodiments, newly-received email messages may be provided to a

user so that the user may manually categorize those email messages as either spam or

legitimate email. Once the user has manually categorized the newly-received email

message as either spam or legitimate email, the token database can be updated in a

5 manner similar to that described above. Since such interactive approaches are described

in the Graham article, further discussion of interactive training processes is omitted here.

Once the Bayesian filter has been trained to segregate spam from legitimate email

messages, the Bayesian filter may be used to identify incoming spam. FIG. 4 is a

flowchart showing an embodiment of a process for identifying spam using the Bayesian

10 filter trained in accordance with the method of FIG. 1. As shown in FIG. 4, some

embodiments of processes for identifying spam begin when an email message is received

(405). Upon receiving (405) the email message, the words in the subject line are

tokenized (410). Similarly, the words in the body of the email message are also tokenized

(415). In addition to the subject line and the body of the email message, the SMTP

15 address of the email message is tokenized (420) and the domain name associated with the

sender of the email address is tokenized (425). The tokenizing of the various portions of

the email message produce tokens that are then sorted (430).

In some embodiments, the tokens may be sorted (430) in accordance with their

corresponding probability value (e.g., probability of being spam or probability of being

20 legitimate). Once sorted (430), a predefined number of most interesting tokens are

extracted (435). The most interesting tokens may be those tokens having the greatest

non-neutral probabilities. While not explicitly shown, it should be appreciated that the

predefined number may be any number that provides a statistically reliable segregation of

spam from legitimate email. This number may be derived empirically by trial and error.
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Once the most interesting tokens have been extracted (435), a Bayesian analysis is

performed (440) on the most interesting tokens. The Bayesian analysis provides a result,

which is indicative of a probability that the email message is either spam or legitimate

email. Given the result of the Bayesian analysis, the system then determines (445)

5 whether or not the result is indicative of spam. If the result is indicative of spam, then the

email message is categorized (450) as spam. If the result is not indicative of spam, then

the email message is categorized (455) as non-spam. In either event, the database of

tokens is updated (460) to reflect the contribution of the new tokens, and the process ends

until the next email message is received.

10 As shown in FIG. 4, by tokenizing (415, 420) the SMTP email address and its

corresponding domain name, more information is provided for the analysis than provided

by prior systems. Hence, greater reliability may be achieved with the additional

information.

FIG. 5 is a flowchart showing an embodiment of a process for tokenizing

1 5 attachments, thereby permitting identification of spam having attachments. The process

of FIG. 5 begins after a training process has been completed. In other words, various

email messages having attachments may be manually categorized as described above and,

also, as described in the Graham article, or, in other embodiments, automatically

categorized. Upon manual categorization of various email messages, a token database

20 240 is produced (or updated, if a token database 240 already existed). The token database

240 includes various tokens (including tokens associated with images or attachments, as

described below with reference to FIG. 6) and various probability values that correspond

to those tokens. Stated differently, FIG. 5 presupposes that the spam training has been

completed (as described above) and, hence, the adaptive filter is set to filter newly

25 received email messages.
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As shown in FIG. 5, some embodiments of processes for identifying spam begin

when an email message is received (505). Upon receiving (505) the email message, the

body of the email message is tokenized (510). Additionally, the information in the header

of the email message is also tokenized (515). Unlike prior systems, the embodiment of

5 FIG. 5 further tokenizes (520) attachments that may be present in the email message. The

tokenizing (520) of attachments is described in greater detail in FIG. 6. The tokenizing of

the various portions of the email message produce tokens that are then sorted (525).

In some embodiments, the tokens may be sorted (525) in accordance with their

corresponding probability value (e.g., probability of being spam or probability of being

10 legitimate). Once sorted (525), a predefined number ofmost interesting tokens are

extracted (530). Again, the most interesting tokens may be those tokens having the

greatest non-neutral probabilities.

Once the most interesting tokens have been extracted (530), a Bayesian analysis is

performed (535) on the most interesting tokens. The Bayesian analysis provides a result,

15 which is indicative of a probability that the email message is either spam or legitimate

email. Given the result of the Bayesian analysis, the system then determines (540)

whether or not the result is indicative of spam. If the result is indicative of spam, then the

email message is categorized (545) as spam. If the result is not indicative of spam, then

the email message is categorized (550) as non-spam. In either event, the database of

20 tokens is updated (555) to reflect the contribution of the new tokens, and the process ends

until the next email message is received.

As shown in FIG. 5, by tokenizing (520) attachments, more information is

provided for the analysis than provided by prior systems. This additional information

deters spammers from using attachments to distribute spam.
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FIG. 6 is a flowchart showing, in greater detail, the tokenizing step of FIG. 5.

Since attachments are relatively large in size compared to text messages, tokenizing the

attachment without modification may result in an extremely large token database, which

may not be practical. In order to alleviate this problem, any attachments to an email

message are tokenized by generating a unique "fingerprint" of the attachment, which

occupies less space. In the embodiment below, the attachment is presumed to have a 32-

bit length associated with the attachment. However, it should be appreciated that other

systems may not be limited to the exact bit numbers described below.

In some embodiments, attachments are tokenized (520) by generating (605) a 128-

bit MD5 hash of the attachment. As is known in the art, as evidenced by RFC 1321,

published in April 1992 by the Network Working Group, which is incorporated herein by

reference as if set forth in its entirety, the MD5 hash produces a fingerprint of a document

that is relatively unique to the document. Since MD5 is known in the art, further

discussion ofMD5 is omitted here. Upon generating (605) the MD5 hash, the 32-bit

length of the attachment is appended (610) to the tail end of the MD5 hash, thereby

producing a 160-bit number in which the upper 128-bits represent the MD5 hash of the

attachment. In some embodiments, the 160-bit number is thereafter UUencoded (615) for

storage. The UUencoding (615) of the 160-bit number results in a 28-byte (or octet)

string that may be injected into an XML stream or other digital communication stream.

FIG. 7 is a flowchart showing, in greater detail, the step of tokenizing text in

FIGS. 3 through 5. The embodiment shown in FIG. 7 may be employed to tokenize text

in the subject line, the body of the email message, and/or the header, in addition to other

portions of the email message that may contain text or other displayable characters.

As shown in FIG. 7, in some embodiments, the process may begin by removing

(720) non-displaying characters from an email message to generate a displayable body of

Page 17



TKHR 190250-1610

BellSouth® 030458

characters. The displayable body of characters is then tokenized (740) using known

methods. The step of removing (720) the non-displaying characters may include the steps

of removing (722) comment lines, which are normally not displayed to the end user when

the email message is rendered for display. The step of removing (720) the non-displaying

5 characters may also include the step of removing (724) control characters. The control

characters may include document control characters such as, for example, font controls in

hypertext markup language (HTML), border controls, etc. In this regard, some

embodiments of the process may employ known methods, such as MSHTML or other

development tools from Microsoft®. Since such tools are known to those of skill in the

10 art, further discussion ofMSHTML and other Microsoft® developer tools is omitted here.

In other embodiments, the process may search for non-displaying characters, such as, for

example, HTML tags or extensible markup language (XML) tags and their respective

arguments. The HTML and XML tags, and their respective arguments, may be removed

(or ignored) in order to determine the displayable characters. Often, the displayable

15 characters will provide the text as it will be rendered for the end user. Hence, by

tokenizing the displayable characters, greater precision in spam filtering may be achieved.

FIGS. 8A and 8B are flowcharts showing an embodiment of a process for

segregating spam and non-spam on the basis of phonetic equivalents ofwords in an email

message. As shown in FIG. 8A, an embodiment of the process begins when an email

20 message is received (805). Upon receiving (805) the email message, the text portion of

the email message (e.g., subject line, text body, header, etc.) is filtered for non-alphabetic

characters (e.g., numbers, "$,", "#,", "@," etc.).

In filtering for non-alphabetic characters, the first character of the email message

is selected (810), and the system determines (815) whether or not the selected character is

25 a non-alphabetic character. If the selected character is an alphabetic character, then the
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system determines (845) whether or not there are any other characters in the email

message. If there are no additional characters in the email message, then the process

continues to FIG. 8B. However, if there are additional characters in the email message,

then the next character is selected (820), and the system determines, again, whether or not

5 the selected character is a non-alphabetic character.

If the selected character is a non-alphabetic character, then the system further

determines (825) whether or not the non-alphabetic character is a space (i.e., " ")

character. If the non-alphabetic character is not a space character, then that character is

deleted (830), and the system again determines whether or not there are other characters

10 in the email message. If there are other characters in the email message, then the next

character is selected (815).

In some embodiments, if the non-alphabetic character is a space character, then

the system further determines (835) whether or not the space character is adjacent to a

solitary letter "I." The reason for this determination is that the letter "I" is one of the few

15 characters in the English language that also represents an entire word (i.e., the singular

first person pronoun). Thus, it is often the case where the letter "I" is immediately

surrounded by space characters.

If the system determines (835) that the space character is not adjacent to a solitary

"I," then the system deletes (830) the space character, and the process repeats as described

20 above. If, however, the system determines (835) that the space character is adjacent to a

solitary "I," then the system further determines (840) whether or not the space character is

adjacent to a solitary "a," since the letter "a" is also a character that represents an entire

word in the English language.

If the space character is not adjacent to a solitary letter "a," then the system deletes

25 (830) the space character. However, if the space character is adjacent to a solitary letter
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"a," then the system proceeds to evaluate whether or not all of the characters in the email

message have been evaluated. If all of the characters in the email message have been

evaluated according to the process described above, then the process continues to FIG.

8B. If, however, all of the characters have not been evaluated according to the process

5 described above, then the system selects (815) the next character, and the process repeats

until the entire email message has been evaluated.

Continuing in FIG. 8B, once all of the non-alphabetic characters have been

removed from the email message, the resulting text is tokenized (850). Additionally, a

phonetic equivalent of the resulting text is generated (855) for each word in the text that

10 has a phonetic equivalent. The phonetic equivalents are also tokenized (860). From the

resulting tokens, a predefined number of most interesting tokens is extracted (865), and a

Bayesian analysis is performed (870) on the extracted tokens. Since Bayesian analysis

and extraction of most interesting tokens is described above, further discussion of these

processes is omitted here.

15 Upon completing the Bayesian analysis, the system determines (875) whether or

not the result is indicative of the email message being spam. If the email message falls

within the range of spam, as indicated by the result of the Bayesian analysis, then the

email message is categorized (885) as spam, and the process terminates. Alternatively, if

the email message falls outside the range of spam, then the email message is categorized

20 (880) as non-spam, and the process terminates.

As shown from FIGS. 3 through 8B, the several embodiments of the processes

provide an approach to categorizing normally-non-tokenized segments of an email

message as either spam or non-spam, thereby preventing spammers from circumventing

the filter by using other methods to convey spam.

Page 20



TKHR 190250-1610
BellSouth® 030458

The email retrieve logic 222, the phonetic logic 223, the tokenize logic 224, the

sort logic 226, the token selection logic 228, the analysis logic 230, the update logic 232,

and other logic components for carrying out various functions of the present invention

can be implemented in hardware, software, firmware, or a combination thereof. In the

5 preferred embodiment(s), the email retrieve logic 222, the phonetic logic 223, the

tokenize logic 224, the sort logic 226, the token selection logic 228, the analysis logic

230, the update logic 232, and other logic components for carrying out various functions

are implemented in software or firmware that is stored in a memory and that is executed

by a suitable instruction execution system. If implemented in hardware, as in an

10 alternative embodiment, the email retrieve logic 222, the phonetic logic 223, the tokenize

logic 224, the sort logic 226, the token selection logic 228, the analysis logic 230, the

update logic 232, and other logic components for carrying out various functions can be

implemented with any or a combination of the following technologies, which are all well

known in the art: a discrete logic circuit(s) having logic gates for implementing logic

15 functions upon data signals, an application specific integrated circuit (ASIC) having

appropriate combinational logic gates, a programmable gate array(s) (PGA), a field

programmable gate array (FPGA), etc.

Any process descriptions or blocks in flow charts should be understood as

representing modules, segments, or portions of code which include one or more

20 executable instructions for implementing specific logical functions or steps in the process,

and alternate implementations are included within the scope of the preferred embodiment

of the present invention in which functions may be executed out of order from that shown

or discussed, including substantially concurrently or in reverse order, depending on the

functionality involved, as would be understood by those reasonably skilled in the art of •

25 the present invention.
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The email application 185 and the filter 220 may be implemented as computer

programs, which comprise an ordered listing of executable instructions for implementing

logical functions, can be embodied in any computer-readable medium for use by or in

connection with an instruction execution system, apparatus, or device, such as a

5 computer-based system, processor-containing system, or other system that can fetch the

instructions from the instruction execution system, apparatus, or device and execute the

instructions. In the context of this document, a "computer-readable medium" can be any

means that can contain, store, communicate, propagate, or transport the program for use

by or in connection with the instruction execution system, apparatus, or device. The

10 computer-readable medium can be, for example but not limited to, an electronic,

magnetic, optical, electromagnetic, infrared, or semiconductor system, apparatus, device,

or propagation medium. More specific examples (a nonexhaustive list) of the computer-

readable medium would include the following: an electrical connection (electronic)

having one or more wires, a portable computer diskette (magnetic), a random access

15 memory (RAM) (electronic), a read-only memory (ROM) (electronic), an erasable

programmable read-only memory (EPROM or Flash memory) (electronic), an optical

fiber (optical), and a portable compact disc read-only memory (CDROM) (optical). Note

that the computer-readable medium could even be paper or another suitable medium upon

which the program is printed, as the program can be electronically captured, via for

20 instance optical scanning of the paper or other medium, then compiled, interpreted or

otherwise processed in a suitable manner if necessary, and then stored in a computer

memory.

Although exemplary embodiments have been shown and described, it will be clear

to those of ordinary skill in the art that a number of changes, modifications, or alterations

25 may be made, none of which depart from the spirit of the present invention. For example,
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while Bayesian filters have been used to illustrate various embodiments, it should be

appreciated that the token-generating systems and methods described above may be used

in conjunction with any type of spam-identifying system. Additionally, while several

embodiments have been described in the context of spam, it should be appreciated that

5 the token-generating systems and methods described above may be used in any type of

filtering system. Also, while MD5 is explicitly provided as one method of generating a

fingerprint of a document, it should be appreciated that other encoding or compressing

algorithms may be used to generate the fingerprint of the document. Also, while client-

solutions are presented in great detail, it should be appreciated that similar filtering

10 processes may be implemented at the server side. For those embodiments having both

client-side and server-side processes, it should be appreciated that the token databases at

the server and the client may be mirrored so that both the server-side and client-side token

databases are updated with each newly received email message. In other words, if the

server-side database is updated, then the updated database may be downloaded to the

1 5 client-side to maintain an updated copy of the database at the client. Similarly, if the

client-side database is updated, then the updated database may be uploaded to the server-

side to maintain an updated copy of the database at the server. All such changes,

modifications, and alterations should therefore be seen as within the scope of the present

invention.
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